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Abstract. Object tracking is one of the perennial tasks in the field of Computer Vision. Great advancement has been made 
in the recent years due to the Deep Learning revolution, but in return Deep learning models significantly lags behind in 
terms of processing time and computational efficiency. In this work, we present a novel object tracking model, the Buffered 
Object Box Boundary Generator (BOBBY) that is capable of achieving a ~7x speedup as compared to its current state-of-
the-art competitors. The model is trained and validated on the VisDrone2018 dataset which is dedicated to providing aerial 
footages for supervised Deep Learning training. We demonstrate that it is possible to design and implement a Deep 
Learning based object tracking model that could actually achieve real-time computation requirements on a low-power CPU 
without the need of a dedicated GPU albeit with lower accuracy, with a resulting performance of more than 20 frames-per-
second (FPS). 

INTRODUCTION 

 The desire and effort made towards imbuing machines with meaningful visual perception and intelligence is well-
known and heavily studied under the field of Computer Vision. The are many sub-fields under the broad umbrella of 
Computer Vision such as object detection, recognition, scene reconstruction, semantic segmentation, pose estimation, 
and object tracking – the latter being the focus of this study [1-6]. Specifically, in the context of the field object 
tracking is the act of localizing a particular target of interest across video frames given only a set of predefined target 
state information in the first frame. This task is of particular interest due to its broad range of applications – e.g. 
robotics, self-driving cars, surveillance and security systems, autonomous unmanned aerial systems (UAS) – which 
in turn stems from the fundamental nature of our human experience that necessitates the capability to persistently 
localize a certain physical object across spatial-temporal planes [7-9].  

With such a plethora of use cases, correspondingly there are a number of works and ongoing research in this sub-
field. For the preceding decades, a range of explicit mathematical models that each extracts a particular set of visual 
features from an image in order to derive meaningful semantics were proposed. This particular school of approach is 
also known as the Manual Feature Extraction (FE) methods. Some feature descriptor in this school for example are 
the Histogram of Oriented Gradient (HOG) descriptor which tries to generate meaning by studying the gradient 
orientation in local patches of an image, the Scale Invariant Feature Transform (SIFT) descriptor, and the well-known 
Viola-Jones detection framework [10-12]. 

Over the recent years however, a new school of approach has made significant advancement in the field and in 
turn drawn heavy interests from the research community, that of Deep Learning (DL). DL methods do not need explicit 
mathematical modelling to learn of the different unique features in an image – e.g. vertices, edges, two dimensional 
geometries and so on, under physical environment variations such has rotation and distortion – but instead learn to do 
so by itself. Most recent methods from this school revolves around the usage of the Convolutional Neural Network 
(CNN) that enables the model to learn of local spatial features much more efficiently than learning a pixel-wise vanilla 
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Neural Network [13]. Examples of DL based model would be the groundbreaking SSD multistage object detectors 
and the GOTURN Siamese object tracker [13-15]. 

The former FE methods are fast and efficient, but lacks in robustness and accuracy, while the latter DL methods 
are accurate and robust, but computationally inefficient. The situation as presented above may be amenable to 
applications in non-critical systems in the case of the less reliable FE algorithms, and in non-resource conservative 
systems for the computationally expensive DL algorithms, but problematic in use cases where reliability and 
computation efficient are both equally demanding.  

An example would be the usage of such algorithms on an UAS, the main applicative focus of our study. The 
algorithm on such a system would necessarily need to be robust against the many environmental changes encountered 
in flight footages such as drastic lighting variation, distortion, shearing and vibration from mechanical motions, angle 
and perspective variations from the different flight altitudes, and partial or full occlusion of target. In addition, due to 
the severe weight constraints of an UAS and the response demand of its control system, the algorithm would need to 
be computationally inexpensive so that it will be highly responsive even on a weak lightweight computing platform – 
we define 20 frames-per-second (FPS) as the required compute performance to achieve the minimal viable real-time 
specification for our UAS system. Thus, the gap is evident, and succinctly the following are the contributions of our 
work: 

1. We present a novel and highly efficient Deep Learning (DL) object tracking model, dubbed Buffered Object 
Box Boundary Generator (BOBBY) with a ~7x speed-up compared to the existing DL tracking models.  

2. We present a model that is trained specifically to handle low altitude footages for UAS applications. 
3. We provide a range of high-level benchmark of BOBBY on a common CPU instead of the ubiquitous GPU 

common in other studies. These benchmarks would hopefully be useful for future efficient model study. 
In the following section, we will first lay out the architecture and mechanisms of BOBBY which will cover details 

of the network, a brief dataset analysis, the augmentations applied, and miscellaneous implementational details. Then 
we will present the results of the model’s performance, and conclude with a recommendation on the direction of future 
research. 

 

METHODOLOGY 

Network Architecture and Theory 

BOBBY is a Deep Learning based Siamese CNN model. A Siamese detector is a general term addressing models 
with two distinct inputs – one input for the scene and the other for the target or exemplar – feeding into a single feature 
extracting network in order to fuse the features of the two distinct images [15-17]. In this manner, we will be able to 
train the model in an end-to-end way, which has known to produce better accuracy compared to a model with 
individually trained subcomponents [18]. This is because an end-to-end trained network  would be able to learn of the 
interdependencies and correlation between the individual layers and subcomponents, and correspondingly how to 
optimize the flow of information between them and hence improves the latent representation of its learning. Figure 1 
below is an illustrated layout of BOBBY’s architecture. Excluded from the figure are some minor details such as the 
activation layers. 

We have incorporated batch-normalization at each layer to promote better convergence characteristics by 
normalizing the internal representations, and subsequently Rectified Linear Units (ReLU) activation layers after each 
batch-normalization operation. Note that there are no pooling layers in the network in order to keep as much 
meaningful latent information in the network as possible. We used learnable strides of the convolution layers to 
perform down-sampling instead. Intuitively this would be crucial to our task specifically in the aerial setting of an 
UAS, as the targets are usually very small with respect to the entire input frame due to the height.  
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FIGURE 1. Architecture of BOBBY 
 
For the network, the size of the scene input is a 251x215x3 – width, height and channel respectively in pixels from 

herein – tensor, while the target or exemplar input has a size of 82x82x12 in the same format, but here we have 
concatenated 4 images of the exemplar at different spatial-temporal settings to represent the target from different 
perspectives and across time, or in other words an exemplar buffer. Operationally, at each particular instance a buffer 
of exemplars and their corresponding auxiliary information, and a single full frame of a scene will be presented to the 
model. Thereafter, a 320x320 patch of the full scene centered around the target’s last known position, (cxt-1, cyt-1) 
would be extracted, resized, and fed into the network for localization; the first initialization patch from the first frame 
would be extracted in accordance to the provided initializing target information, (cx0, cy0). The size of the patch taken 
at each frame corresponds to ~5x the size of the average target in order to accommodate sudden increase in target 
displacement between frames while maintaining a sufficiently tractable computational load by omitting redundant 
visual information at the fringes. 

Output and Loss Functions 

As for the output, the network will produce a total of 31 discrete outputs, forming 4 qualitative categories of 
interpretable result; the location of the target, the ratio of the target’s width to its height, the scale of the target with 
respect to the base bounding box, and finally a singular state representing whether a target is detected within the 
extracted scene patch or not.  

For the purpose of localization of target, BOBBY utilizes a classification-based approach as opposed to the 
standard direct real-value regression of the bounding box coordinates used in other tracking models [15]. This is 
achieved by pre-defining a collection of base bounding boxes – herein referred to as anchors – of varying size and 
ratio across the input patch, inspired by the anchor mechanisms used in current state-of-the-art object detection models 
[2][14]. The individual anchors are themselves referred to by a unique sequence of 30 discrete values, hence aiding  
the model to better learn the correct output due to the constricted discrete output state space. Of the 30 values, 20 
values encode the positional information of the target in the scene, 5 values encode the ratio of the target in the scene, 
and the last 5 values encode the scale of target with respect to a reference anchor. 

The above could be formalized as a multi-label classification problem, which we address by using a sigmoid 
activation function at the last layer’s output to bound the predicted values, and a corresponding Binary Cross-Entropy 
loss function to compute the loss to be backpropagated. Equation 1 and Equation 2-5 below are the formalized 
mathematical representation of the output mechanism and corresponding loss functions.  
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Whereby 𝑧 is the forward-pass computed input values, 
 

 𝑙 , 𝑙 , 𝑙 … , 𝑙  𝜎 𝑧
 

 , 𝑖 ∈ 1. .20  (1) 

 
 𝐿𝑜𝑠𝑠  ∑ 𝑦 , log 𝜎 𝑧 , 1 𝑦 , log 1 𝜎 𝑧 ,   (2) 

 
 𝐿𝑜𝑠𝑠  ∑ 𝑦 , log 𝜎 𝑧 , 1 𝑦 , log 1 𝜎 𝑧 ,   (3) 

 
 𝐿𝑜𝑠𝑠  ∑ 𝑦 , log 𝜎 𝑧 , 1 𝑦 , log 1 𝜎 𝑧 ,   (4) 

 
 𝐿𝑜𝑠𝑠  𝐿𝑜𝑠𝑠 𝐿𝑜𝑠𝑠 𝐿𝑜𝑠𝑠   (5) 

 

Discrete Bounding Box Mechanism 

The anchor based discrete bounding boxes could be handled in a common one-hot encoded manner, whereby each 
single discrete value represents a single bounding box. This would quickly prove to be an intractable solution for our 
model intended for time-critical applications as there would need to be as many discrete outputs as the number of 
possible unique bounding box proposals. The input image patch has a dimension of 320x320x3 – the channels can be 
omitted for localization purposes – and from the exploratory data analysis that we have conducted on the aerial 
VisDrone dataset that we will be using to train and benchmark our model, we have found that the average size of a 
target is around 70x80 pixels (unscaled) in width and height [19]. Thus, our model would necessarily need to be able 
to detect and localize targets that are smaller and larger by a few times as safety factor to generalize across different 
target types and flight conditions. For our model, we have designated the minimum anchor resolution to be 10x10 in 
order to be able to pinpoint a target in a fine-grain manner, and the maximum anchor resolution of 320x320 in order 
to bound targets of all sizes. In addition, to accommodate different class of targets with different physicality – e.g. an 
adult would generally have a lower width-to-height ratio, while a child may have a slightly higher value – we have 
designated 5 width-to-height ratios that would transform the base anchor box to have a ratio in the range of ratiolower 
< 1 < ratioupper, and 5 scales that would transform the base anchor box to have a size of sizelower < sizeref.anchor < 
sizeupper. A quick calculation with the above specifications – even excluding intermediary sizes between 10 and 320 – 
we would need a total of (32 x 32 x 5 x 5) or 25600 discrete outputs, which would be unacceptable for our intended 
use case due to the computational load. 

Thus, to circumvent the above problem, we have derived a fractal-based binary anchor and bounding box 
generating mechanism that could encode the same information in only 30 discrete outputs, a total of ~853x 
improvements as compared to the naïve one-hot encoding approach. In our approach, we divide the entire input plane 
into an even 2x2 grid, and each grid itself is an anchor. The grids are characterized by a set of binary variables (mp,nq) 
which enables us to fully characterize the different anchors as a unique permutation of the variables. This setup at this 
particular plane represents a resolution level. Next, we repeat the same process at each anchor, represented by another 
set of binary variables (mp,nq), and so on. In this manner, we were able to obtain the same 10x10 anchor resolution in 
just 5 resolution levels with 5 sets of coordinates. Equation 6-10 below is the formal description of our fractal-based 
anchor and bounding box generator with respect to the actual cartesian coordinates of the image plane. 

 
 𝐻𝑒𝑖𝑔ℎ𝑡, 𝐻 𝐻 , 𝐻  (6)  

 
 𝐻 ∑ ℎ 𝑚 ℎ 0.5ℎ 𝑚  (7) 

 
 𝐻 ∑ ℎ 0.5ℎ 𝑚 ℎ ℎ 𝑚  (8) 

 
Whereby, 

 ℎ , ∶  𝐻 ,  (9) 
 

 ℎ , ∶   (10) 
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The equation describing the width discrete values and the actual cartesian coordinates are identical to the equations 
for height as shown above. Taken together and multiplied with the corresponding ratio and scale factor, the final 
position of the target in the scene would be determinable as shown in Equation 11 and Equation 12 below. Figure 2 
below is a visualization of the discrete bounding box mechanism. 
 

 𝑇𝑜𝑝 𝐿𝑒𝑓𝑡 𝐵𝑜𝑥 𝐶𝑜𝑜𝑟𝑑𝑖𝑛𝑎𝑡𝑒𝑠   𝑠𝑐𝑎𝑙𝑒 , 𝐻  𝑠𝑐𝑎𝑙𝑒  (11)  

 

 𝐵𝑜𝑡𝑡𝑜𝑚 𝑅𝑖𝑔ℎ𝑡 𝐵𝑜𝑥 𝐶𝑜𝑜𝑟𝑑𝑖𝑛𝑎𝑡𝑒𝑠   𝑠𝑐𝑎𝑙𝑒 , 𝐻  𝑠𝑐𝑎𝑙𝑒  (12) 

 
 

 

FIGURE 2. Visualization of the fractal-based binary anchor and bounding box generating mechanism. Each resolution level is 
color coded to share the same hue. 

 

Delayed Time Buffer and Auxiliary Inputs 

Unlike models that only utilize exemplars from either the initializing frame or the initializing frame with the last 
frame, BOBBY has a buffer with a capacity of 4 frames to store images of the exemplar taken periodically as it varies 
through time. This enables the model to learn not only the instantaneous physical-visual representation of the target, 
but a temporally correlated physical-visual representation. Intuitively, this could be thought as learning to recognize 
something from multiple different angles and environment. In order to improve accuracy and the learning of the model, 
we have in addition supplied a few simple semantically meaningful auxiliary information derived only from the scene 
and exemplars to the model – the ratio of the target’s width to its height in each buffer frame, and its dimension with 
respect to the full scene or the surrounding environment. 
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Implementation and Training Parameters 

Dataset and Augmentation 

The dataset used in the training and evaluation of the model is the VisDrone2018 dataset, which is a custom curated 
and annotated dataset dedicated to aerial footages taken from a drone. Figure 3 below is a sample of the different 
environment and tracking target provided by the dataset [19]. 

 

 
FIGURE 3. Frame of footages from the VisDrone2018 dataset. Image courtesy of Zhu et. al [19] 

 
As seen above, the scenes have large lighting, altitude, angle and target variation which makes this dataset a 

challenging one. In addition, the targets are all very small with respect to the full scene as expected. Suitable 
augmentations were applied to the raw footages above in order to further maximize the learnability of the dataset. 
Affine transformation such as minor rotation and shearing were applied to simulate the camera’s motion and drone’s 
vibration. The scenes vary in sizes from 2688x1512 to 960x540 but keeps the same aspect ratio of 16x9. The targets 
on the other hand varies in size from 205x123 to 25x33 and in width-to-height ratio from a minimum of 0.68 to 2.15. 
Figure 4(a) and Figure 4(b) below are samples of augmented inputs to the network. 

 
 
 
 
 
 
 
 
 
 
 

(a) (b)

FIGURE 4. Image (a) and (b) are samples from different scenes. The images on the left of (a) and (b) respectively are the 
augmented input scene patches, and the images on their right are the corresponding exemplars from the scene. 
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RESULTS AND DISCUSSION 

In this section, the compute time performance of BOBBY against several competing trackers is evaluated and 
discussed – specifically tracking models such as SiamRPN, GOTURN, and the very popular object detector YOLOv3 
as the model is also applicable to object tracking as well [20]. Then we will dive into a breakdown of BOBBY’s 
accuracy with respect to the footage sequences. Finally, we present a short discussion on interpreting the results on a 
higher level.  

Table 1 below is a summary of the different models in our benchmark. 

 
Table 2 below is a summary of their respective frames-per-second (FPS) output, the compute efficiency metric for 

our comparison as it correlates directly to the device’s – e.g. UAS for our focus – tracking performance in terms of 
timeliness. Note that the speed up factor is defined as the ratio of BOBBY’s output FPS with respect to the individual 
model’s output FPS. In addition, the tests were conducted on a mild Intel i5-7200U laptop CPU instead of the much 
more common dedicated GPU. 
 

 
 
 
 
 
 
 
 

As evident above, our model is capable of achieving up to a maximum of ~7x speedup when compared to the state-
of-the-art object tracking model SiamRPN, and a ~2x speedup against the speed oriented GOTURN. In addition, 
BOBBY has successfully achieved the FPS required for actual real-time applications for our UAS as predefined in the 
preceding section. Figure 5 below is the BOBBY’s average FPS distribution across the 11 validation dataset footages. 
From the plot, it could be seen that there were some challenging footages within the distribution where the model had 
taken longer to preprocess and compute the scenes from said footage. However, the range of the distribution is 
sufficiently tight, and thus the performance is acceptable and does not suffer from a sudden significant slowdown in 
response – an important characteristic for time-sensitive system such as the UAS. 

 
 

 
 
 
 

 
 
 
 
 

FIGURE 5. Histogram of BOBBY’s average footage FPS. 
 

Figure 6 below is a plot of intra-sequence average FPS of each individual footage itself. It could be seen that most 
of the plots are centered around the reported 28 FPS as expected, with some footages presenting a larger variance in 

TABLE 1. Summary of  benchmark models. 
Model Year Architecture Functionality Trained Dataset Dataset Focus 

YOLOv3[2] 2016 Multistage CNN Object Detection COCO, Open Images General environment 

GOTURN[15] 2016 Siamese CNN Object Tracking VOT2014, ImageNet General environment 

SiamRPN[16] 2018 Siamese CNN Object Tracking VOT2017, OTB2015 General environment 

BOBBY(ours) 2019 Siamese CNN Object Tracking VisDrone2018 Aerial Footages

TABLE 2. Frames-per-second comparison. 

Model Average FPS (sec-1) Speed Up Factor 
(Overall) 

GOTURN[15] 14 2.0 

SiamRPN[16] 4 7.0 
YOLOv3[2] 1 28 

BOBBY(ours) 28 1.0
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FPS occurrences such as Footage-1 and Footage-8. The performance on the rest of the footages are much more 
concentrated, as reflected in the trend seen in Figure 5. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

FIGURE 6. Histogram of BOBBY’s intra-sequence average FPS with respect to the individual footages. 
 

As for accuracy, the Intersection-over-Union (IoU) and a simple accuracy measure defined as the ratio of 
successfully tracked frames over the total number of frames were used. Figure 7 below is a plot of the achieved 
accuracy with respect to a range of predefined threshold IoU value.  

 

 
FIGURE 7. Accuracy of model against IoU threshold. 

 
From Figure 7 above, it could be seen that the ideal IoU threshold would be an instance between 0.25 and 0.10 

where the tradeoff is the least costly. The dataset is a challenging one due to the nature of aerial footages whereby the 
target constitutes only a small fraction of the entire scene. Thus, it is non-trivial to conduct tracking in this setting as 
the visible features of the target and contrasting features between the target and objects of similar classes in the 
environment would be miniscule. However, the accuracy could be improved by further training and finetuning the 
model with more positive and negative samples. Figure 8 below is the plot of intra-sequence average IoU of each 
footage. 
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FIGURE 8. Histogram of BOBBY’s intra-sequence average IoU with respect to the individual footages. 

 
The model performed especially poor in Footage-1, Footage-2 and Footage-8. This could be attributed to the fact 

that these footages are the harder instances within the dataset. A recommended improvement for future work would 
be to train the model with an augmented dataset where the aforementioned challenging footages will be sampled more 
frequently in order to compensate for the poor performance.  
 

CONCLUSION 

In this research work, we have presented BOBBY, a lightweight object tracking model designed specifically to 
work with UAS systems as the VisDrone2018 dataset that it is trained on consists only of aerial footages – in contrast 
to the models available currently that are trained for tracking in general urban or ground-level environment. In 
addition, BOBBY is capable of achieving a speedup of up to ~7x as compared to the state-of-the-art competitors, at 
an average of 28 FPS, achieving our predefined real-time processing requirement. The significance of this result is 
non-trivial as BOBBY democratizes and enables cheap and lightweight computing platforms – e.g. non-GPU 
platforms, single-board computers – to possess state-of-the-art tracking capabilities that was only possible on 
platforms with powerful dedicated GPUs before. Industries such as logistical and e-commerce could benefit from this 
as it is now possible to produce cost effective drone units with robust tracking capabilities for product delivery by 
eliminating the need of a costly GPU onboard the drone itself, or a constant highspeed and high bandwidth connection 
to the cloud for processing. It must be mentioned that the overall accuracy of the model is yet to be satisfactory and 
have not converge to the possible minimum due to time constraints; we seek to focus on this particular issue in our 
future study. In addition, we look to implement the entire algorithm in a more efficient medium such as C++ and to 
utilize other parallel methods such as weight pruning and quantization to achieve even better speedup, and eventually 
equipping an UAS unit with BOBBY for live physical tests. 
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